Introduction to Quantum Information
Logic takes care of itself; all we have to do is to look and see
how it does it
L UDWIG W ITTGENSTEIN , T RACTATUS
L OGICO -P HILOSOPHICUS

In this chapter, we will seek to understand
what a computation is and expand that definition to a quantum computation, exploring
what this computational landscape has to offer.

2.1 | Classical Computation
Whilst it is only in the 20th century that computation has come to fruition, the notion of an
algorithm, that is the idea of following a consistent mathematical procedure towards some
end, has been around since the Egyptians in
Figure 2.1: An algorithm visualised

1550BC[21].
At core, an algorithm on a classical computer can be viewed as a function of the form

f : {0, 1}n ! {0, 1}m

(2.1)

known as a Boolean function where each {0, 1} corresponds to a bit of information, a

true or false value. It is the job of the algorithm to change true or false values and it is
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remarkable, as we will see in the coming pages, that from something as fundamental as
truth value, mathematical operations such as addition can arise.
The idea of an algorithm was mathematically formalised in the early 20th century
as a series of operations that can be simulated by a Turing-Complete Machine [22, 23].
This revolution by Church and Turing led to an understanding of computability and the
birth of modern computer science more generally. For our purposes we will stick to the
circuit formalisation of algorithms which is less abstract and will carry on quite easily
to algorithms in the context of quantum computing.
A logic circuit is comprised of wires, which show the path a bit of information takes
along a computation and gates, which are boolean functions that act on the bits during
the computation. The input-output relations of gates are represented using truth tables
which articulate all the possible cases which can occur in a computation. Below are the
main elementary gates used in classical computation.
Logic Gates
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To fully appreciate how algorithms arise from truth values and what computation is
let’s count numbers using logic gates.
An Algorithm to Count Integers

The first step is to represent the task in terms of our

computational tools. In this case we must be able to represent any integer using bits. To
do so, we will make use of the binary representation of numbers, or base 2. Numbers
are typically represented in base 10, for example
500 = 5 ⇥ 102 + 0 ⇥ 101 + 0 ⇥ 100

(2.2)

in binary we instead want to work with powers of 2
500 = 28 + 27 + 26 + 25 + 24 + 0 ⇥ 23 + 22 + 0 ⇥ 21 + 0 ⇥ 20 = 111110100

(2.3)

so we would need 9 bits to represent 500. To add binary numbers, let’s first understand
how to add single bit integers. This takes two variables and relates them using an AND
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Figure 2.2: The half-adder circuit and its truth table.
and an XOR gate. As a boolean function we have two components
Sum = A

B

Carry = A ^ B

giving a truth table as in Figure 2.2. So now with this truth table in place, say we want
to perform 1 + 1, we let A= 1 and B= 1 giving A

B = 0 and A ^ B = 1. This means

that their sum is a 0 in the position of the first bit but that we have to carry a 1 onto the
position of the second bit. That is
1 + 1 = 10 = 1 ⇥ 21 + 0 ⇥ 20 = 2.
Since n-bit integers are formed by single bits occupying places representing different

powers of 2 then by using half-adders connected to each other sequentially we can add
each power of 2 individually and then combine the result to form the number we require. This idea of combining half-adders is called the full-adder. Here we have the
ability to carry in a number from a previous half-adder and add it to the sum of our
variables as well as collecting a carry out to pass on to some other half-adder, making up
a full-adder, displayed in Figure 2.3.
Let’s try this out by performing 3 + 2 = 5. In binary we have 3 = 11 and 2 = 10
so beginning by adding the first bit of each number, we have 1
Meaning, we will carry in 1 ⇥

20

when adding the second bit. For the second bit we

have 1 for each variable so we perform 1
have 0 ⇥
have (1
have

21 .

0 = 1 and 1 ^ 0 = 0.

1 which gives 0 so our new number will

All that’s left is to carry the two half-adder contributions where we now

1) ^ 1 = 1 which means we carry a 1 over onto the 22 position. All in all we
1 ⇥ 22 + 0 ⇥ 21 + 1 ⇥ 20 = 101 = 5 = 3 + 2

and we now know how to make a classical computer count. More than this we have
seen how mathematical operations can be carried out using logic and it now does not
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Figure 2.3: The full-adder circuit.
require too much imagination to become to understand how abstracting these mathematical operations programming languages and the sophisticated algorithms we are
accustomed to working with can emerge.
Universality of NOR and NAND

Having now seen that Boolean functions can be

represented as circuits, one comes to the natural question of how many gates does one
need to be able to carry out any computation. That is to represent any Boolean function.
Functional Completeness
A set S of logical connectives or Boolean operators is said to functionally complete
or universal if it can represent all possible Boolean functions
f : {0, 1}n ! {0, 1}m .
By definition it is clear that any truth table can be expressed in terms of statements
involving {¬, ^, _} so this set is universal. Now, de Morgan’s logical equivalences [24]
relate these logical operators as

¬ ( a ^ b) = ¬ a _ ¬b

¬ ( a _ b) = ¬ a ^ ¬b
30
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meaning that {¬, ^} and {¬, _} are complete sets also. Can we do better than this?

In the early 20th century Henry Sheffer showed that NAND and NOR are complete
singleton sets [25] and that they are the only binary universal logic gates. This means
that any classical algorithm you can think of can be run on a set of NAND or NOR gates
and that we need not create a new device for computation each time we wish to run a
new algorithm. In fact, the Apollo Guidance Computer that took humanity to the moon
was comprised solely of around 3000 NOR gates.

2.2 | Quantum Computation

Figure 2.4: A quantum algorithm visualised.
A bit of information as a variable could occupy one of two values, a 0 or a 1. A qubit
is a bit that has been empowered with a quantum state space. Take a spin- 12 system as
described in Section 1.2 and let its basis eigenstates in the Ŝz basis represent the 0 and
1 values of the bit respectively. Now, our computational variable can take up one of an
infinite positions on the Bloch Sphere since it is a quantum state

|yi = a |0i + b |1i : a, b 2 C.

(2.5)

The algorithm is now a function on the quantum state space given by the linear combinations of these basis states, which we will call the computational basis
f : H ⌦n ! H ⌦n .

(2.6)

Upon measurement we will still observe the eigenvalues corresponding to |0i and |1i

which can be mapped back to 0 and 1 from our classical bit. Thus, the qubit enables
us with the ability to carry out computations as we did on classical machines but with
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all the phenomena quantum mechanics has to offer before measurement is carried out
on the qubit register. Because of this, our computational state space is much richer,
allowing us access to quantum correlations like entanglement, superposition and interference. All of which, for specific classes of problems lead to a computational advantage
over their classical counterpart. Circuits for quantum algorithms must be equivalent to
a spin- 12 Hamiltonian and as such quantum gates must be unitary operators. As such,
quantum gates must be reversible and need to have the same number of input and output variables. Notice that this is markedly different from most classical gates like AND
or OR that have two input variables but output one. Let’s describe and introduce some
basic quantum gates [15].
Some Single Qubit Gates
H

X

Quantum Gates

Z

Y

Rq,f

The Hadamard gate acts on a single qubit creating superpositions

using the basis computation states such that
8
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(2.7)

The X, Y, and Z gates correspond to the Pauli operators as introduced in Section 1.2
but with an information setting in mind their affect on qubits is much more than that of
spin operators. The X gate is considered to be a quantum bit-flip or quantum NOT gate
as it swaps the coefficients of the computational basis, meaning it flips the likelihood of
seeing a true or false value in a computation.
X : a |0i + b |1i ! b |0i + a |1i

0 1

X=

1 0

!

(2.8)

The Z gate is often referred to as the phase-flip gate since it flips the relative phase in the
superposition of the input state.
Z : a |0i ± b |1i ! a |0i ⌥ b |1i

Z=

1
0

0
1

!

(2.9)

The Y gate is not as directly useful as its siblings and can be abstractly thought of as a
rotation (like any quantum gate) of p radians about the y-axis of the Bloch sphere.
!
0
i
Y : a |0i ± ib |1i ! a |0i ⌥ ib |1i
Y=
(2.10)
i 0
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Any Unitary operation or arbitrary quantum gate can be thought of as a rotation on
the Bloch Sphere so the one qubit rotation gate can outline any hypothetical single qubit
gate and can be derived directly from the generalised spin operator we derive in Section
1.2.
Rq,f =

cos q

sin qe

sin qeif

if

cos q

!

(2.11)

Measurement is represented by the meter symbol in quantum gates and respects postulates 4 and 5 from section 1.1.
Multiple Qubit and Controlled Gates

X

=
U

We can also have gates that act on multiple qubits in our register at the same time.
Often, such gates will be controlled gates, featuring a control qubit and a target qubit. A
controlled gate allows us to implement conditional statements of the type
“If the control qubit is in the |1i state then enact gate U on the target qubit.”

The control qubit, is represented by a black dot and is conjoined to the gate acting on
the target qubit by a line. The most important controlled operation1 is the controlled not
or CNOT gate which is in truth a controlled X gate.

CNOT : |ci |ti ! |ci |t

In this notation

0

1 0 0 0

1

B
C
B0 1 0 0C
B
C
CNOT = B
C
@0 0 0 1A
0 0 1 0

ci

(2.12)

is addition modulo 2, |ci refers to the control qubit and |ti refers to

the target qubit. In general, and arbitrary single qubit unitary, U can be upgraded to a
two qubit controlled unitary as
controlled-U : |ci |ti ! |ci U c |ti .

(2.13)

The SWAP gate swaps |0i $ |1i and can be composed out of consecutive CNOT gates
oriented differently. Writing Figure 2.5 out mathematically we have
1 Arguably,

because it is used so much in circuit decomposition.
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=
Figure 2.5: Qubit swapping using the SWAP gate and consecutive CNOTS.

| a, bi ! | a, a
! |a

(a

! |b, ( a

bi

(2.14)
b) , a

bi = |b, a

bi = |b, ai .

b)

(2.15)

bi

(2.16)

With all this taken into account a quantum computation is thus nothing more than a
set of matrix products from a mathematical point of view. In fact, this is what leads
to the ubiquitous use of tensor network category theory in examining and optimising
quantum circuits [26].
Universal Quantum Gate Sets

The Toffoli Gate or controlled-controlled-NOT (CC-

NOT) gate is universal for classical circuits and is as such equivalent to a NAND or
NOR gate. Together with the Hadamard gate it forms a universal gate set for quantum computing algorithms [27]. This is harder than the case with classical algorithms
since there are an uncountable infinity of possible quantum gates but the Solovay-Kitaev
Theorem [15] shows that any quantum gate can be efficiently simulated using a finite
number of quantum gates, making universality possible. Other universal gate sets exist
also such as the Clifford gate set.
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Figure 2.6: The circuit representation of the Deutsch-Josza algorithm with different computational steps labeled.

The Deutsch-Josza Algorithm The prototypical example of a quantum algorithm is
the Deutsch-Josza Algorithm [28] shown in Figure 2.6. The goal of this algorithm is to
determine whether a given Boolean function f : {0, 1}n ! {0, 1} is constant (meaning
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it outputs only 0) or balanced (meaning it outputs 0 half the time and 1 the rest of
the time). If one were to use a classical n machine to attack this problem, one would
need to query this function possibly 2n

1

+ 1 times before understanding the nature of

f ( x ). In a quantum setting, if we have access to n qubits for our query we only need to
query once. This is a strong result and truly shows the potential power and ubiquity of
quantum computers to solve problems that classical machines. Lets assess the quantum
state throughout key sections of this algorithm to understand how it works.
The inital state is

|y0 i = |0i⌦n |1i

(2.17)

where we have a n computational qubits in the |0i state we will use to query the function and an ancillary qubit |1i we will use to encode the oracle of this function. Next a

superposition is created across the n + 1 qubits where the query register is in a superposition of all the possible outputs of f ( x ) and the answer qubit is in a superposition of
the answer.
✓

◆
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p
⌦
2
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✓
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| x i |0i |1i
p
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2
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|y1 i =

(2.18)
(2.19)

Next, we pass through the unitary representation of f ( x ) where the answer qubit having
queried the function will now impact the amplitude of the state as
✓
◆
2n 1
( 1) f ( x ) | x i |0i |1i
p
p
|y2 i = Â
.
2n
2
x
Here, we see that if f ( x ) is constant then we will have +1 for f ( x ) = 0 and

(2.20)
1 for f ( x ) =

1 whilst if f ( x ) is balanced the amplitude is 0 because the terms interfere destructively
with eachother. In the next step of the algorithm we spread out this amplitude impact
within the query register giving
2n 1

|y3 i =
where x · z = x0 z0

···

xn

Â
z,x

( 1) x · z + f ( x ) | z i
2n

1 zn 1

✓

|0i |1i
p
2

◆

(2.21)

is the bitwise inner product of x and z, modulo 2.
( 1) f ( x )

Finally, if we measure this state we have a probability amplitude of Â x 2n
which
as before return ±1 for the constant case with constructive interference and 0 for the

balanced case with destructive interference. Thus, leveraging the wave nature of the
probability amplitudes of quantum states during the computation we are able to reduce
the number of queries required from 2n

1

to 1.
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Figure 2.7: The hierarchy of complexity classes.

Complexity Classes, BQP and why quantum computers are useful

The complexity

associated to an algorithm is a statement about the resources required to run the algorithm, namely time where the number of steps required to run an algorithm are articulated or memory given by the size of the necessary bit register. These are typically
referred as time and space complexity and are given as functions of n that is how do
the resources necessary to run the algorithm scale as the size of the problem the algorithm scales to n. P represents the class of problems whose algorithms scale deterministically polynomially with the size of the problem in time and NP represent the nondeterministic case. The worst case scenario for NP are called NP-Hard problems which
typically have algorithms that scale exponentially in time with the size of the problem.
P and NP are not fully characterised which is an issue for classical computers because
there is the possibility that an undiscovered algorithm is out there waiting for us to use
it to solve all problems and we don’t know about it but this is also why quantum algorithms are useful. Quantum algorithms, with their added resources of correlations
that are stronger than classical correlations as well as the use of interference allow us to
make improvements on the complexity of algorithms to solve certain problems, as we
saw in the prototypical case of Deutsch-Josza where we moved from a query complexity of 2n

1

+ 1 to 1. As a result, problems that might have been thought intractable on

a classical machine due to its time complexity may be efficient on a quantum computer.
The class of such problems is known as BQP or bounded error quantum polynomial time.
The characterisation of these complexity classes is an active field of research known as
quantum complexity [29].In BQP there are many different families of quantum algorithms and subroutines. Chiefly, search algorithms, applications of the quantum fourier
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transform such as period finding and integer factoring or the hidden subgroup problem,
matrix multiplication and solution of systems of linear equations, simulating quantum
systems via trotterisation, quantum random walks on graphs and others. A review of
these algorithms is out of the scope for this document but may be found in [30, 15].
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